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Hardware/software contract breaking down

Technology trends means ?
- Hardware specialised or heterogenous .

Software cannot fit on new hardware o A

Heterogeneous crisis
- hardware stalls as software cannot fit




How to bridge the heterogeneity gap?

ew Application/Legacy Code

Somis ‘ Cell Broadband Engine Processor
Memory Controller

rereceeee

——m brn e [

o Tagul 1 1

52 £ Bd o 49 ool po o p 82 o med B pod

==!Shared L3 Cache” --‘n:"

=

::q‘n::nzm: 3 ool lox o o 5 ‘uqnnnu o 33
| ’

q ‘ 1l p- L = o ) | : _ ‘ - : : 2 . T
Transistor count: 1.17B Die size: 248mm? » ' - - - - - - -

R .a e B e




DSL/API approach
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DSL/API approach

New Application/Legacy Code

DSL/API DSL/API DSL/API DSL/API

Vendor Responsibility
Motivated to succeed!
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%\ Whose responsibility?
DSL/API

Memory Controller
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DSL/API approach

New Application/Legacy Code
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Many specialised languages
- programmers rewrite and hope it works on the next machine



Rewriting programs for ever changing DSLs is not sustainable
Can compilers help?



X806 - Hardware

Program



X806 - Hardware

Program

Program

OpenCL - Hardware




Program X306 - Hardware
Program OpenCL . Hardware
Program —— CIBLAS " Hardware

—— Halide
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+ |arget nearer to algorithm
+ Target willl always perform well
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+ |arget nearer to algorithm
+ Target willl always perform well

- larget complex and changeable
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+ |arget nearer to algorithm
+ Target willl always perform well

- larget complex and changeable

Program —— CIBLAS
— Halide

ﬁ

Hardware

Constant change means any solution must work for any API, any DSL

Need to automate



+ |arget nearer to algorithm
+ Target willl always perform well

- larget complex and changeable
- larget may be at higher level

Program —— cIBLAS
— Halide
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Hardware




Rather than compile code to hardware

By lowering code for each language and each ISA

Hardware

Program



Instead LIFT code to APl or DSL

CBLAS | Halide

Program Hardware



LIFT code to APl or DSL

cBLAS | Halide

Program Hardware

Vendor responsibility to map API/DSL to hardware - already the case

Our job - automatically lift it to API/DSL enabling hardware utilisation



Two technologies for lifting
- Program synthesis: raising MLIR

- Neural machine translation: decompilation



mlirSynth

Synthesizing Domain-Specific Programs in MLIR

Alexander Brauckmann

Elizabeth Polgreen
Tobias Grosser
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High level dialects iIn MLIR allow compilers to exploit domain knowledge
- Benefits TensorFlow

Legacy code unable to exploit this
- At too low a level. Need to lift



MLT: multi level tactics
- Pattern based lifter.
- Needs new rules for each pattern and dialect

MLIR synth - our automatic approach
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mlirSynth delivers significant performance

m 1352.5x
O 1000 -
=
> 209.8x
] HLO IR
« 100-
g,'} %0 = mhlo.dot_general (%arg0, %argl) {
@) 25.1x dot_dimension_numbers = #mhlo.dot<
O lhs_contracting_dimensions = [2],
-] 10 - rhs_contracting_dimensions = [0]1>}
E . (tensor<150x140x160xf32>,
Q tensor<160x160xf32>)
o 1.0x -> tensor<150x140x160xf32>
) g O A
LLVM IR (O3) LLVM IR (Polly) Linalg IR (IREE) HLO IR (XLA) HLO IR (XLA TPU)

Linalg IR

%0 = tensor.collapse_shape %argd [[0, 11, [2]1]
: tensor<150x140x160xf64>
C P r O N ram into tensor<2100x160xf64>
%1 = linalg.matmul
ins(%0, %argl : tensor<21000x160xf32>,

for (int r = 0; r < 150; r++) {
tensor<160x160xf32>)

for (int q = 0; q < 140; g++) {
for (int p = 0; p < 160; p++) {
sum[p] = 0.0;
for (int s = 0; s < 160; s++)
sum[p] += A[Lr]1[qlls] * C4[s1lp];

outs(%1 : tensor<21000x160xf32>)
-> tensor<21000x160xf32>

%2 = tensor.expand_shape %1 [[0, 1], [2]1]
: tensor<2100x160xf64>

} into tensor<150x140x160xf64>

for (int p = 0; p < 160; p++)
ACr1lqllp] = sumlpl;

CPU: AMD Ryzen 9 3900X
TPU: TPUVZ2




Raising with Synthesis
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Target
Dialects ? E
A _ Program
E (In Target
Dialects)
Source

Program

MLT Pattern match Synthesis
Fast

Robust

Automatic



mlirSynth

Tal’g et Dialects \ O

o
o

Postprocessing . Validation —_—
Program
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Target Dialects

o
N

Specification
e Generate Input/Output example

Bottom-up enumerative search

e Progressively grow a candidate set by
combining simpler to more complex ones

e Initialization: Basic programs (returning
arguments, constants)

e Terminate when specification matched

Optimization technigues

Type correct by construction

ldentify classes of observationally
equivalent candidates
Polyhedral-based heuristics for guiding

synthesis
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Target Dialects

E
Candidate
Program

1

E

Candidate
Program
(in Source
language)

o

Equivalent for all inputs?

o

Bounded Model

—_—
?

Source Program

Equivalence Guarantees

a) Float arithmetic

b) Float arithmetic, permitting
small 0

c) Integer arithmetic

Testing 1/O equivalence



Coverage

Raiser
Benchmark POIyBenCh KernelFaRer . Multi-level Tactics . mlirSynth
100% - 93%
e Data I\/Iining , T5%-
e Linear Algebra BLAS <
. L
e Linear Algebra Kernels 3
25% -
0% -
Datammmg LlnearAIgebra LmearAI ebra Tﬂtal
Blas Kernels

— [Total: 15 Programs Domain



Overall Performance
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INntel: Per benchmark
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1PU: Per benchmark
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Synthesis time (in s)

Synthesis Time
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Future Work

Method

e Detection of raisable code regions +
their dialect
e Speed up search

- =~ clang -mlir-synth program.c]

Applicabllity
e More source dialects
e More target dialects




Two technologies for lifting
- Program synthesis: raising MLIR

- Neural machine translation: decompilation



SLaDe: A Portable Small Language Model Decompiler for Optimized
Assembler

Jordi Armengol-Estape, Jackson Woodruff, Chris Cummins



Compilation: C->x86

Compllers

nciples, Techniques
and Tools :

o \
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Decompilation: x86->C

Compllers

nciples, Tedmuques

Alfred V. Aho #7 Sa9
» » '.u.‘_/ e »

Ravi Sethi

letfrey D, Ullman

Difficult to run compilers backwards



State-of-the-art GHIDRA

Decompiler from NSA
Many person-years effort



CHIDRA

Useftul for:

e Security purposes!

e Porting legacy code.

o Lifting?

Excellent rule-based decompilers available...

... but they produce harad-to-read code!
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What does this code do?

GCC
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HIDBA

Generates structured code
but difficult to read

Non-intuitive variable names
Use of shifts and masks

Follows O3 control-tflow
mangling

vold edd{i=t ssazes 1, Lol paras 2, 1
pipt pares 3) |
aipk aVerl:
io% *piVard;
i0% "plVarl;

if {0 < {intiparas _XJ {
if (paras & - 1 € 3} {
avarl = O:
i o
peras_1[{iat)afaxrl] =
paras_l[{intioYarl] + param_7;
u¥arl = gharl = 1;
¥ while (CintloVarl < {iatlparsm 3!;:
ratlurs
} elaa {
i.'.'r.r:l paca=_1;

pivard = piVars + 4;
rpivarsy = =pi¥Vard = _Ei
pivara(i] = pivarz(l] + parsm _7;
pivar2(3] = pivarz(Z] + param _7;
piVard[3] = piVar2[3] + pecas I;
pilarl = !|'||l.|."E-

+ whila [ .l.1".:l = piras 1 +
({alaogiparas 3 > :J;I = i,
pifvard " ]:-l'l'-l.:l'-'.l]

warl = parss_J &
Nxfffiffflic;
if {{paca= 3 &k 3) == 0] §
Tatuzns
:
pacem_1[(iat)uVMerl] =
paras_i[{iat)aTarl] + parss_32:
if {{intiluVarl = 1] <
(intiparas X) {
piras_1[{iat)(uVerl + 1}] =
pares_1[(inL) (uNaxl + 1)] +

B 2:
J.!FE-._E:] iafard + I <
(iat)parem_3) i

parss_L[iint) (oWVar]l = 2)] =
paras_i[(iat)iuvery + 71] +
PATAR_7;

retlurs ;



The promise of neural decomplilation

Output

Probabilities
+ Neural networks could automate —
N 1
decompiling e —
+ Trained on human-written code, they PR — ﬁ
should produce readable code Lo )| 555 |
. ”"——'Tﬁi‘.‘::;;” =
| | Attention Attention
- P rOd U Ce p ‘ a u SI b ‘y ‘OO kl n g b Ut F'-:)Hitii:l:iﬂ 7 Fositional
. . Encoding Encoding
semantically incorrect code N

! T

INputs Outputs
(shifted right)



BTC

A recent neuro-decompiler

- WOrks on code snippets
- not functions

- only OO

(Generates readable code
- but does not compille
- IS INncorrect

int now = *len; 5
while (now > 1 && val > array[now >> 1]) {
array[now] = array[now >> 1];
now »>>= 1;
array [now] = val;
}
BTC

(Decompiled from OO0)
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Compared to Ghidra and BTC

+ More readable code than Ghidra
+ More meaningful variable names

+ Even adds comments!

+ Compiles and executes

However

- complex code

- Introduces X386 Intrinsics
- gives incorrect results

3

volid sdd{izs* dapt, 1at* src, imt o) £

if (@ o= 0] {

ceturs;

4 0f n e emaliar than 3, 988 3 li=sg
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Can we escape the readability-correctness trade-off?

Readability
(Edit similarity)

Neural decompilers

@

Rule-based decompilers

Correctness
(IO accuracy)
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SLaDe architecture: small Transformer + Type Inference

target.c

Training

int ged{int a, int b) {
int awx:
while{b 1= {d) A1

Cross-Entropy

hypothesis.c

Inference

temp = a % b, > €
a="b: b= aux;
! Backprop
return a; -
I Update
parametears
source.s
fact: '..._'_.__..T.._____---
push rbp
mov rbp, rap
— — -
Translation
Model

int ged(int &, int b) 1
1nt aux:
whilel(h = 0) {
temp = a % b,
a=b: b = aux:
}
return a;

¥

Type Inference

hypothesis.h

PsycheC

Iypes A
Missing

'_1.-'[:-E-|:lef unsi gne-i
1nt oint:

nypothesis.c

source.s
fact:
]:-uah Fbp "'.'.'.-.-' ‘----"'
mov rbp, rep 3
Hhﬁﬁhuﬁ1'ﬂgfﬂ#ﬂ.
Translation
Model

|:| Loss in. U Encodear Dt:lemdar

wint fact{uint n) 1
ulnt r = 1:
while (n > 1) A

r *¥= N
n —-= 1:
F
FeTlurn Y.

I

Test for
equivalence
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SLaDe: both correct and readable!

griginal Sodrce

P

podd pdllint *liet. 1ot val,. i@t = {

vold add(izt al]), izt z, int y) 4

‘1' = A .-nt ai
fez (4 -_l'.'; % = =l ot far (L = B: 1 < ¥ = jia] o
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Datasets: AnghaBench (large-scale training and evaluation)

ANGHABENCH: a Suite with One Million
Compilable C Benchmarks for Code-Size Reduction

Anderson Faustino da Silva Bruno Conde Kind José Wesley de Souza Magalhaes
Department of Informatics Department of Computer Science Department of Computer Science
UEM, Brazl UFMG, Brazil UFMG, Braazl
anderson@din.uem.br condekind @dcc.ufmg.br Jjosewesleysouza®@dec ufmg. br
Jeronmimo Nunes Rocha Breno Campos Ferreira Guimaries Fernando Magno Quintio Pereira
Department of Computer Science Department of Computer Science Department of Computer Science
UFMG, Brazl UFMG, Braxl UFMG, Brazil
Jeronimonunes @dcc.ufmg. br brenosfg@dcc.ufmg. br fermando@ dec.ufmg. br
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X806: 3x Improvement on O3

AnghaBench x86 00 AnghaBench x86 03
100 10 accuracy 100 Edit similarity 100 10 accuracy 100 Edit similarity
80 80 80 80
71.0
- 59.5 _ - - 60.0
”f': 60 508 E 60 EE 60 53 9 EE 60
o o 44.0 43.0 o o
= = 40.0* = =
@ 40 @ 40 o 40 o 40 34.0 370
22.2
20 . 20 20 136 17.6 20
BTC ChatGPT GHidra Slade BTC ChatGPT GHidra Slade ChatGPT GHidra Slade ChatGPT GHidra Slade
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ARM: 3x to 6x Improvement on O3

AnghaBench ARM QO AnghaBench ARM O3
100 10 accuracy 100 Edit similarity 100 10 accuracy 100 Edit similarity
80 80 80 80
61.0
S 60 553 S 60 S 60 S 60 cc
46.2
on o o o
T 40 T 40 el 37.0 T 40 = 40 -
23.4 270
20 17.4 20 20 15.7 20
i .
0 0 0 T 0
ChatGPT GHidra Slade ChatGPT GHidra Slade ChatGPT GHidra Slade ChatGPT GHidra Slade
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Effect of type Iinference: 14% average improvement

M
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g 40
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Conclusion and Future work

We can overcome readability vs correctness

Despite LLMs, specialized, small Transformer models have huge potential

Success will depend on combing program analysis and neural approaches
Ongoing and future work:

- multi-modal program synthesis

- neural compilation

- |O test generation, program evaluation
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Summary

Matching Hardware to Software
- enables hardware innovation

Lifting to APIs and DSLs exploits compiler investment

Compilers need to invest in new technologies

- program synthesis
- neural machine translation

New technologies + endless automation = bridging software/hardware gap
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